Using Thinking Traces to Explore Garden-Path Processing in LLMs

Previous research has demonstrated that large language models (LLMs) such as GPT-3.5 and
GPT-4 exhibit good-enough processing patterns similar to those observed in humans when
processing garden-path sentences (Lee & Shin 2025; 2026). In these studies, models were
presented with garden-path sentences such as “While the man hunted the deer ran into the
woods” and asked yes/no comprehension questions such as “Did the man hunt the deer?”” The
syntactically correct answer is “No,” since “the deer” is the subject of “ran,” not the object of
“hunted.” However, both humans and LLMs frequently answered “Yes,” suggesting they
retained an initial misinterpretation of “the deer” as the object of “hunted,” a hallmark of good-
enough processing (Christianson et al. 2001; Ferreira & Patson 2007). Building on these
findings, the present study extends the investigation in three directions: model coverage,
reasoning mode, and analysis of thinking traces.

Using the same yes/no comprehension paradigm, we tested a broad range of both
commercial and open-source models. Each model was tested in both standard and thinking
modes. In addition to comparing response accuracy across models and modes, we analyzed the
thinking traces generated during reasoning mode to examine the processes underlying model
responses. To enable this analysis at scale, we employed LLM-based classification of thinking
traces.

Preliminary results reveal a complex picture that varies by modes. Advanced models
achieved near-perfect accuracy in garden-path conditions, outperforming even human
participants. Surprisingly, however, these same models produced more errors in non-garden-
path control conditions than in garden-path conditions, a reversal not observed in previous
studies. Thinking trace analysis helped explain both patterns. In garden-path conditions,
advanced models frequently recognized the sentences as garden-path structures by drawing on
metalinguistic knowledge, effectively bypassing the garden-path effect rather than working
through the parse. In non-garden-path conditions, the traces revealed that models engaged in
pragmatic over-reasoning: when encountering optionally transitive verbs (e.g., “hunted”) used
intransitively, they preferred a transitive interpretation and attempted to assign an object,
leading to incorrect conclusions. Smaller, less advanced models, by contrast, showed patterns
more consistent with earlier findings, displaying good-enough processing in garden-path
conditions without the non-garden-path reversal. Regarding thinking mode, it generally
improved accuracy across models, though smaller models sometimes showed increased errors
in thinking mode, suggesting that extended reasoning does not uniformly benefit syntactic
processing across models.
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