Can large language models learn how wh-in-situ works?
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Linguists have considered language as a uniquely human trait and capacity. But the recent
emergence of large language models (LLMs) has led some researchers to challenge
fundamental notions of linguistics including Chomsky's Poverty of the Stimulus argument,
which claims that language cannot be acquired from external linguistic input alone (and that
an innate language faculty is necessary). At the heart of this debate lies the question of whether
LLMs, which only train on the linear surface forms of linguistic data, can adequately represent
the hierarchical syntactic structure of language. To address this question, researchers have been
measuring the surprisal that LLMs assign to ungrammatical versus grammatical sentences.
Wilcox et al. (2024), for example, reported that LLMs assign significantly higher surprisal to
English sentences that violate island constraints than to sentences that do not, leading to the
conclusion that LLMs are to some extent successful in acquiring the hierarchical syntactic
structure of language. However, because English is a wh-movement language, island constraint
violations involving wh-elements necessarily alter word order — that is, linear information.
Therefore, it is possible that these models have not actually learned the underlying syntactic
structure itself, but rather the linear cues associated with island constraint violations.

In order to test this hypothesis, I present a study where I measure the surprisal of island
violations in Korean, a wh-in-situ language. While most wh-phrases can appear inside islands
and take wide scope, "why" is an exception due to its operator status which forces it to raise at
LF. I test whether LLMs are able to discern examples of why-in-situ island violations from
legitimate instances of “why” inside complement clauses. Results of the pilot study suggest
that they fail to do so, which may shed new light on the representation of syntactic structure in
LLMs.



